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Abstract—Recording of neural activity with extracellular microelectrode arrays (MEAs) is a powerful technique for studying
neuronal signalling in vivo. The activity of neurons, in the form of
action potentials or spikes, is isolated from extracellular signals
by means of two fundamental procedures: spike detection and
spike sorting. Here we focus on the first problem, namely to
identify the portions of signal that correspond to the firing of
neurons. The most commonly used technique to identify spikes
in extracellular signals is to set a hard threshold, either manually
or automatically, based on the features of the signal, typically as a
factor of the signal’s standard deviation. This approach is simple,
fast, and amenable for on-line spike detection, but arguably suboptimal because it ignores spikes with amplitudes just below the
threshold. Here we developed a machine learning approach that
is complementary to the threshold-based method with the aim
of enriching spike detection in off-line analysis. We show that
this approach has high accuracy with respect to threshold-based
detection. More importantly, our results indicate that, using this
approach, a significant amount of additional neuronal spikes can
be identified that are ignored by the threshold method. We argue
that classical spike detection, based on thresholding, misses out
a significant fraction of real spikes, thereby strongly impacting
the validity of spike-train analyses, and propose a method that
can be used to alleviate this problem.
Index Terms—spike detection, multi-unit recordings, action
potenials, supervised learning, artificial neural networks.

I. I NTRODUCTION
Brain function is supported by the activation of large
ensembles of neurons whose activity is characterized by
electrochemical events called action potentials (APs). These
APs, conventionally referred to as spikes, consist of a rapid
(typically 1-2 ms), transient and stereotypical fluctuation [1]
of the neuronal membrane potential which can be recorded by
intracranial microelectrodes [2]. Advances in microelectronics
made it possible to produce tiny and dense microelectrode
arrays containing thousands of channels [3]. Consequently,
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large neuronal populations can be recorded simultaneously
at high spatiotemporal resolution with a good signal-to-noise
ratio (SNR) [4].
Processing of microelectrode recordings can separate the
neuronal signals into low frequency activity (typically below
300 Hz) referred to as local field potential (LFP), and higher
frequency activity (typically above 300 Hz), containing both
backgroung activity (hash) and spikes from multiple neurons
around the recorded electrode, referred to as multi-unit activity (MUA). While the LFP reflects the activity of multiple
overlapping neural processes such as synchronized synaptic
potentials [5], calcium spikes [6], intrinsic oscillations, [7]
MUA represents the spiking of neurons close to the microelectrode’s surface. To extract the activity of individual neurons
(called single-units - SUA) one must apply two important
steps. First, spiking activity, i.e., MUA, must be detected in the
extracellular signal. Second, a procedure called spike sorting
is employed on the MUA to separate waveforms according to
various criteria, typically through clustering. In this study we
focus primarily on the first issue namely, spike detection.
Traditionally, spike detection methods consist of setting a
manual or automatic voltage amplitude threshold. This technique classifies any event crossing the user-specified threshold
as a putative spike. Despite its computational simplicity and
widespread use, this method poses some key limitations. For
example, hard thresholds tend to ignore spikes just below
the threshold [8], while low thresholds can increase false
detection rates due to noise events [9]. Other spike detection
methods relying on template-matching algorithms have been
proposed [10]. Here, templates representing typical waveforms
extracted during the spike sorting process are matched with
the signal (via cross-correlation) in order to detect spike
resembling activity. However, these approaches often require
that considerable amounts of time are spent on manual curation
of the data [11] which makes them impractical for experiments
where a large number of electrodes are used [12].
We propose a novel method that employs a supervised

machine learning algorithm (multilayer perceptron - MLP)
to “enrich” the potential of threshold-based detection. The
technique may be summarized as follows: i) a hard threshold automatically calculated to an adjustable factor of the
signals’ standard deviation (SD) is used to detect spikes in
the recording; ii) a classifier is then trained on the thresholddetected spikes; iii) in a final step, a sliding window is slid
along the recorded data, sample by sample, and fed to the
trained classifier to assess the existence of a spike in the
window. The points for which the classifier’s target output is
high are recognized as spikes and cropped out of the signal.
We demonstrate that the technique can recover a significantly
larger proportion of valid spikes than can threshold detection
alone.
II. M ATERIALS AND M ETHODS
We aquired neurophysiological data using extracellular
recordings with a 32-channel linear silicone probe (NeuroNexus Technologies Inc) at a sampling frequency of 32
kSamples/s (Multi Channel Systems GmbH) from primary visual cortex of isoflurane anesthetized mice (3% for induction,
2 - 2.5% for surgery) during a visual perception experiment
with moving stimuli. The stimuli were presented on an LCD
monitor (Beetronics) with a resolution of 1440x900px and a
refresh rate of 60Hz and consisted in drifting sinusoidal gratings with variable contrast (25-100%) at a spatial frequency of
0.11 cycles per degree, and eight moving directions in steps of
45◦ . A circular craniotomy was performed over the left visual
cortex of the animal (1mm diameter). The dura mater was left
intact.

mittee (3/CE/02.11.2018) and the National Sanitary-Veterinary
Authority (ANSVSA; 147/04.12.2018).
A. Threshold-based spike detection
For each raw data channel in the recording the following
procedure was applied: the channel was band-pass filtered
using a bidirectional Butterworth IIR filter of order 3 with
cutoff frequencies set at 300 Hz and 5 kHz in order to obtain
MUA-containing signals (Figure 1). The SD of the filtered
signal was then computed and a threshold was set at a factor
of the SD (threshold standard deviation factor - SDF - usually
between 3 and 5). The threshold is typically negative for
extracellular recordings. Threshold crossings were identified
as spikes (MUA) and were cropped out of the signal (Figure
2A - top). Spike length and alignment are important here: the
ML detection procedure requires all spikes to be aligned to
their minimum point (negative peak) and to be of identical
length. This could be easily achieved by cropping the spike
a set amount of samples before and after the peak. Here, we
used 0.6 milliseconds before the peak and 1.2 milliseconds
after the peak for a total length of 58 samples (at 32 kHz).
The peak was therefore always found at sample 20.
Five channels were selected from the original dataset, which
contained an adequate number of spikes (∼4000), detected
with a threshold of 4 SD. The same channels were then parsed
with thresholds at 3 SD and 5 SD.
B. Network configuration and training
The training set consisted of the signal windows corresponding to the spikes detected using the threshold plus an equal
number of pieces of signal of the same length chosen randomly
from locations that did not contain spikes (non-spikes) (Figure
2A,B). Before building the set, a proportion of the detected
spikes may be discarded (in a uniform, random fashion); we
call this the spike discard proportion (SDP). Thus the size of
the training set will be:
NT Set = 2 · dSDP · NDet e

Figure 1: Extracellular recording using multielectrode silicone probes. A. Experimental setup and data flow. B. Moving
gratings stimuli.
Multiple recordings were collected over a period of 4-6
hours from each animal. All animal procedures were performed in accordance with the European Communities Council Directive of 24 November 1986 (86/609/EEC), directive
2010/63/EU of the European Parliament and of the Council of
22 September 2010 (2010/63/EU), according to the guidelines
of the Society for Neuroscience, and Romanian laws for the
protection of animals, approved by the Local Ethics Com-

(1)

where NDet is the number of spikes found by the standard
threshold method and d...e is the ceiling operator.
The supervised ML algorithm (Figure 2C) consisted of an
MLP with two hidden layers and two Softmax-activated output
units corresponding to the two classes (spike, non-spike). The
number of inputs was equal to the spike length. The size
of the hidden layers depended on the number of inputs. We
found, empirically, that a network where the hidden layers
were 70% and respectively 35% of the size of the input layer
was suitable for this purpose. As activation function in the
network we used the newly-developed Soft++ [13], due to its
good performance on classification problems where the data
contains a high proportion of possibly irrelevant features and
noise.
Network training was performed using a full-batch protocol
with momentum optimization. The number of training epochs
depends on the size of the network and the size of the
training set. In the examples used throughout this paper we
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Figure 2: Overview of the ML spike detection procedure. A. Threshold-based spike detection (top) and non-spike extraction
(bottom). B. The training set built of equal parts spike and non-spike signals. C. The network is configured with LW inputs
and two Softmax-activated outputs representing the classes spike (green) and non-spike (red). D. The input window to the MLP
is slid along an input signal, producing a similarly sized probability signal using the S output unit. E. Input signal (top) and
probability signal (bottom) with threshold set at 0.9. F. Only the properly aligned spikes (light green) are extracted.

achieved learning saturation at 300 epochs. The empirically
found suitable values for the learning rate and momentum were
10−4 and 0.8, respectively. No normalization was performed
on the training set, as this may have perturbed the amplitude
or shape of the spikes, rendering the detection less efficient.
C. MLP spike detection
After training, the MLP classifier can be used to detect the
presence of spikes by presenting it with a spike-sized window
extracted from the signal (Figure 2D). The window is slid
sample by sample across the entire signal and the output for
the target class (spike) is saved at each step. The resulting
signal (called probability signal - PS - because of the network’s
Softmax layer) is the probability that there is a spike at each
time point.
In the next step, ML-detected spikes are localized by setting
a high probability threshold (typically around 0.9). Then,
detected spike shapes are extracted from the original signal
by cropping spike-sized windows corresponding to each point
in the PS where the threshold was crossed. This procedure
typically results in a very large number of putative spikes. This
is because the MLP may incorrectly output high probability
values for misaligned spikes (Figure 2F - gray) and is solved
by discarding the spikes in which the peak is not properly
aligned (to the same sample as the spikes in the training set).

III. R ESULTS
We trained MLPs on training sets for each combination of
threshold SDF (3, 4 and 5 x SD) and SDP (0%, 50% and
75%). Then we ran the ML detector over the 5 channels
in the recording and extracted descriptors for i) number of
spikes detected by the initial threshold-based algorithm (with
the different thresholds), ii) number of spikes detected by the
ML detector, iii) number of coincident spikes (spikes found
by both i and ii) and iv) novel spikes (spikes only found by
the ML detector).
A. ML-assisted spike detection accuracy
We found that the accuracy of the networks did not vary
significantly as a function of either SDF or SDP, standing
above the 96th percentile for all combinations thereof (Figure
3). In this case, we defined the accuracy of the classification
as the number of coincident spikes (spikes found with the
standard threshold method that are also found in the MLdetected set) divided by the number of spikes detected with
the threshold method alone.
Results suggest that discarding spikes from the training
set (i.e., keeping fewer and fewer training examples) does
not significantly affect accuracy. Indeed, we obtained similar
accuracies for different SDP levels, most likely due to the fact
that even at a 75% discard we are still using a training set
containing at least 1000 spikes, which may be sufficient for

the classifier to learn the statistics of spikes. On the other hand,
there seems to be a weak dependence between threshold SDF
and accuracy, which may be caused by the network overfitting
on the (substantially smaller) training sets that occur when
using high thresholds.

C. Spike amplitude distributions
To substantiate our claim that the novel spikes may indeed
be relevant (as opposed to just high-amplitude noise) we
decided to take a look at the comparative spike amplitude
distribution using the threshold and ML approaches (Figure
5A).
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Figure 3: ML spike detection accuracy. Computed as the
proportion of threshold-detected spikes found in the MLdetected set, averaged over 5 channels.
B. ML-assisted spike detection gain
We also evaluated the number of novel spikes found by
the classifier. Novel spikes are spikes not detected during the
initial threshold-based detection. We found that there was a
significant proportion of spikes (>10%) which were not picked
up by the initial screening (Figure 4).
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Figure 5: Comparative spike amplitude distribution. A.
Amplitude distribution for a single channel with thresholddetected spikes (red), ML-detected spikes (gray) and the set
difference of the formers (novel spikes, green). B. Spike
waveforms (gray) and their averages (red) corresponding to
the threshold-detected (B), ML-detected (C) and novel sets
(C). The threshold (4 SD) is depicted by a black line.
We can clearly see that using only the threshold-based
approach will produce a clipped distribution, indicative of the
fact that information is still missing from the picture. Only
by taking into account the ML detected spikes we find that
the putative real distribution of the amplitudes is in fact not
clipped, but it is a skewed distribution towards the positive
end. By comparing the waveforms in Figures 5B and 5C with
the waveforms in Figure 5D we find that the spike shape
is conserved (as evidenced by the average), even though the
spikes’ amplitudes are just below the threshold.

20

IV. D ISCUSSION
10

0
3x SD

4x SD

5x SD

SD factor

Figure 4: Spike detection gain. Computed as the proportion
of ML-detected spikes not found in the threshold-detected set,
averaged over 5 channels.
As was the case with accuracy, novelty seems largely
unaffected by SDP. Spike detection threshold seems to have
a minor (non-significant) interaction with novelty. The implications of such a large proportion of undiscovered spikes
are profound. It may mean that a potentially large amount
of information may actually be ignored during multi-unit and
single-unit spike train analyses.

The ML-based spike detection proposed here is not and
should not be treated as a one-size-fits-all spike detection
method. It is rather meant to be used in offline analysis
on a session-by-session or even recording-by-recording basis.
This is due to the fact that no normalization is done on the
training sets in order to preserve the real spike features. These
characteristics are bound to change from one recording session
to another because the local neuronal circuit measured by the
microelectrode array is almost guaranteed to not be the same.
In addition, the individual impedances of the microelectrode
contacts can change with time, resulting in a change of
measured amplitudes (therefore rendering the trained classifier
unfit).
Adjustments may be made to the technique to make it
feasible for on-line detection, such as recording a sufficiently
large data sample at the beginning of the experiment and
building the training set and network on that sample. However,

in our experience the detection operation itself is a fairly
resource-intensive process (given that the number of forward
passes through the network is equal to the number of channels
times the number of samples in each channel). Concerning
computation time, it took just below one second to process 1
second of data sampled at 32 kHz on 32 channels, using a
Windows machine with 12 logical CPUs at 4.2 GHz (Intel R
i7-8750H). This C++/CLI implementation was not thoroughly
optimized for speed, better results may be obtained with a
hand-optimized version.
We did not compare our method with other available spike
detection methods [10], [14], [15] because the propose of this
study was to enrich the potential of the classic threshold-based
method with a simple implementation of a spike detection
algorithm. Such comparison is beyond the scope of this article.
Future extensions of the method are possible. For example,
one can improve the way the training set is assembled by,
e.g., iterative training and detection using multiple classifiers.
Another potential improvement is to extract a more invariant
set of features from the signal window that is provided as
input to the classifier by using spectral decomposition, wavelet
coefficients, etc.
V. C ONCLUSIONS
We developed a machine learning-based method to detect
spikes from extracellular recordings that is complimentary to
the traditional threshold-based approach. We showed that the
new method has acceptable accuracy when compared to the
latter and is capable of revealing a fair amount of spikes that
are not picked up by the traditional approach.
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