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Abstract
Baseline normalization procedures are essential for the analysis of brain activity. These use statistics of a reference (baseline)
period to normalize data along the entire trial (baseline and stimulus periods). A very popular procedure is pseudo z-scoring, traditionally applied to time–frequency spectral power estimates, where it was recently shown to generate positive bias. Bias was
thought to arise because of outliers stemming from the skewed distribution of spectral power values. Here we challenge this view
and causally show that bias originates from a more general problem that affects a wide array of normalization techniques, including some that are routinely used. We show that bias is caused by the division of correlated terms and that it depends directly on
the sign and magnitude of correlation between the numerator and denominator. Correlation emerges either from the properties of
the data being normalized or from the properties of the normalization method. z-scoring produces bias when source data have a
skewed distribution but it is bias-free when the distribution is symmetric, while methods such as dF/F for fluorescence data lead
to bias because the numerator and denominator are inherently correlated. We provide a simple, fast and general solution to
reduce and even eliminate bias by welding (fusing) baseline periods of multiple trials into a single, large baseline. This method is
generic, can be used to normalize individual trials and provides bias-free estimates given a long enough extended baseline. We
show that baseline fusing is superior to more complex techniques that have been proposed before.

Introduction
The study of brain activity very often involves normalizing results
computed for a ‘target’ segment of a trial to a ‘baseline’ period
(Lachaux et al., 2005; Tallon-Baudry et al., 2005; Melloni et al.,
2007; Zhang et al., 2012). When investigating sensory processing,
one usually selects as baseline a certain interval preceding stimulus
presentation and uses the statistics of signals recorded during this
period to normalize both the baseline and the stimulus (target) interval, occurring after stimulus presentation. Such a normalization procedure can in principle be applied to compare any two segments of
the data (target vs. baseline), and the splitting of trials into these
two periods depends mainly on experimental design and the scientiﬁc question being addressed.
The purpose of the normalization procedure is to isolate the transient, stimulus-evoked or stimulus-induced effects from the ongoing
processing, which is unrelated to the stimulus. Importantly, normalization is usually performed on a trial-by-trial basis, to eliminate
trends in the data that are generated by cortical state-changes or
other slow components (Freeman et al., 2000; Nunez & Srinivasan,
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2005; Pasßca et al., 2010) evolving on timescales larger than the
duration of the trial. During a single trial, which is a relatively short
segment of data, the properties of the baseline component are
expected to be relatively stationary, such that one is able to isolate
properly the transient associated with stimulus presentation.
One of the most popular methods for normalizing data is pseudo
‘z-scoring’, which was introduced ﬁrst for time–frequency power
analyses (Tallon-Baudry et al., 2005). Unlike traditional z-scoring,
where a distribution is normalized by using its own parameters [subtracting its mean and dividing by its standard deviation (SD)], the
pseudo z-scoring normalization uses the statistics of the baseline
(mean and SD) to normalize the entire trial. Therefore, the distribution of the target (stimulus) period is normalized by the statistical
parameters of another distribution (baseline).
The pseudo z-scoring normalization has been used very extensively, for electroencephalogram (EEG) (Lachaux et al., 2005; Tallon-Baudry et al., 2005; Melloni et al., 2007), functional magnetic
resonance imaging (Savini et al., 2012), optical imaging (Graber
et al., 2013) and in vivo electrophysiology (Sturman & Moghaddam,
2011) data, having been considered a simple and safe procedure.
Unfortunately, it was shown recently that this procedure is biased
when applied to time–frequency power data (Grandchamp &
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Delorme, 2011; Hu et al., 2014), potentially affecting the conclusions of a large array of already published studies. More speciﬁcally,
the distribution of power values in the target interval becomes positively biased after normalization. This positive bias may falsely suggest an increase in power after stimulus onset compared with the
baseline preceding it – the effect, however, is artiﬁcially induced by
the normalization procedure and does not reﬂect a real power
increase.
One of the reasons suggested for this bias is the skewed distribution
of baseline power values and the existence of large, positive outliers
that contaminate individual trial normalization (Grandchamp &
Delorme, 2011). However, an in-depth and systematic investigation of
the mechanisms that produce bias in the z-scoring-like normalization
has not been conducted. Here we systematically address this issue to
understand what phenomenon lies at the core of the observed bias and
we argue that it is the correlation between the SD and the mean of the
baseline rather than the outliers that creates the bias in the normalized
data. We show that the problem generalizes to any method where the
normalization procedure involves a correlated numerator and denominator. For the percentage technique (Hu et al., 2014), which is identical to the dF/F normalization (Vogelstein et al., 2010) in ﬂuorescence
data (see Materials and methods), this correlation is ubiquitous and we
show that bias arises even when the input distribution is not skewed.
This has very important implications for designing proper, unbiased
and robust normalization procedures.

Materials and methods
EEG data

identical (stimulus onset events were arbitrarily chosen along the
generated signal).
To test whether the positive skewness of the power distribution in
the time–frequency power analysis was generating bias, we additionally generated pseudo-time–frequency data, where the distribution of
power values was either symmetric (no skewness) or negatively
skewed. To this end, we either replaced time–frequency power bins
with values drawn from a symmetric, normal distribution, with mean
0 and SD = 1, or extracted values from the distribution in the Pearson system with mean 0.9, SD 0.1, skewness –2 and kurtosis 10.
Computing the time–frequency power matrix
To compute the time–frequency power values for each trial, we used
the fast Fourier transform (FFT) with a sliding window of length
256 samples and a step of 10 samples. For the artiﬁcially generated
data, we conventionally considered that sampling frequency was
always 1000 Hz, yielding a sample bin size of 1 ms. To eliminate
border problems, for each sliding window we applied a Blackman
window prior to computing the FFT.
Normalization procedure
In all cases we used a pseudo z-scoring procedure, where we normalized the entire time–frequency matrix for each trial individually.
For a certain frequency, we used the statistics of power values corresponding to the baseline period to normalize all time–frequency bins
along the trial at that particular frequency, f:
Zðxf Þ ¼

EEG, complemented by psychophysical and eye-tracking measurements, was performed on healthy human volunteers who gave their
informed consent to participate in the experiments. Protocols were
approved by the local ethics committee of the University of Medicine and Pharmacy ‘Iuliu Hatßieganu’ of Cluj-Napoca (approval No.
150/10.12.2009).
The EEG data used in the present study were recorded using a
128-electrode Biosemi system, with a sampling rate of 1024 Hz.
Subjects were instructed to ﬁxate during a brief baseline period
(1500–2000 ms). After the stimulus was presented, subjects could
freely explore up to a decision point, when they pressed one of three
keys to signal that: (i) they saw an object and were able to recognize it; (ii) they saw something but could not report what it is; or
(iii) they did not notice any shape in the image. Visual stimuli were
generated with the ‘Dots’ method and had a resolution of
600 9 400 pixels spanning 8.7° 9 5.6° of visual angle, displayed
on a 22-inch Samsung SyncMaster 226BW LCD monitor with fast
response time (2 ms), placed at a distance of 1.12 m from the subject. For details regarding the stimuli and experimental protocol,
please refer to Moca et al. (2011).
Generating artificial data
In addition to EEG, most analyses were performed using artiﬁcially
generated data with known properties. For the most part, we used
white noise signals with samples drawn from a uniform distribution
in the range –1 and 1. The generated white noise signals were stationary and we considered by convention segments of 1250 ms as
‘virtual’ trials by segmenting the signal into pieces having an arbitrary baseline period of 250 ms and a stimulus (target) period of
1000 ms. Importantly, due to stationarity of the white noise signal,
the statistics of the signal in the baseline and target segments were

xf  MBf
SDBf

ð1Þ

where, Z(xf) is the normalized value corresponding to time–frequency power bin xf, and MBf and SDBf are the mean and SD of
power values in the baseline interval for frequency f.
A standard z-scoring normalization procedure, whereby one computes the mean and SD across the entire trial duration, was also
used in the comparative analyses of our method and the one proposed by Grandchamp & Delorme (2011).
Generating correlated mean–SD pairs
To causally test whether the correlation between the mean and SD
of the baseline produced the positive bias in pseudo z-scoring normalization, we created surrogate data matching as closely as possible the statistical properties of the power value distribution but at
the same time controlling the correlation between mean and SD. To
this end, we used the mean from the baseline interval of the time–
frequency matrix and generated a standard deviation such that, over
all frequency bins, there would be a controlled set correlation
between the two. The procedure consisted of generating a series of
random numbers with the same distribution as the distribution of the
means and generating the standard deviation as a vector using the
following formula:
pﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
SDG ¼ r  MB þ 1  r 2  MG
ð2Þ
where SDG is the vector representing the generated standard deviation for each frequency, r is the set correlation coefﬁcient, MB is the
vector composed of the means for the baseline interval taken from
the time–frequency matrix and MG is a vector of randomly generated values drawn from the distribution of MB.
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Computing the expected value over the normalized stimulus
period
For some of the analyses presented below, we computed the
expected value over the normalized stimulus bins. This quantity
equals the difference of means (stimulus – baseline), divided by the
SD of the baseline. Indeed, for a single trial and a single frequency
bin, the average z-scored value over power values from the stimulus
period can be computed as:


xs  MB
Meanðxs Þ  MB Ms  MB
MeanðZ ðxs ÞÞ ¼ Mean
¼
¼
SDB
SDB
SDB
ð3Þ
where Z is the pseudo z-score function, xs are the power values corresponding to the stimulus period (as many as time bins per stimulus period), MB is the mean and SDB the standard deviation over
baseline values, and Ms is the mean of power values over the stimulus period.
Other normalization methods
In addition to pseudo z-scoring, we have also investigated the behaviour of other normalization methods, such as the percentage technique (Hu et al., 2014). The percentage approach expresses the
normalized value by subtracting and then dividing by the mean of
the baseline (i.e. it represents the relative variation of the signal).
For time–frequency power values, it is deﬁned as:
Pðxf Þ ¼

xf  MBf
MBf

ð4Þ

where P(xf) is the normalized value corresponding to time–frequency power bin xf and MBf is the mean of power values in the
baseline interval for frequency f. The percentage approach is essentially identical to the dF/F measure for ﬂuorescence data (Vogelstein
et al., 2010), which is deﬁned as:
dF=FðFt Þ ¼

Ft  FB
FB

ð5Þ

where Ft is the ﬂuorescence sample being normalized and FB is the
average ﬂuorescence over the baseline period.

Results
The most common type of analysis where pseudo z-scoring normalization is applied is time–frequency power analysis, also
called event-related spectral perturbation (ERSP) (Makeig et al.,
2004; Grandchamp & Delorme, 2011). The ERSP shows how a
certain event (e.g. stimulus presentation) perturbs the spectral
components of the signal along the duration of the trial and in
relation to the relevant event (Fig. 1A). We considered two
examples where the pseudo z-scoring was applied to the time–
frequency power bins of the ERSP: occipital EEG signals,
recorded on a visual recognition task (Fig. 1A–D, left column)
and a white noise signal (uniform distribution between –1 and
1; Fig. 1A–D, right column) (see Materials and methods). EEG
data were aligned to the presentation of the visual stimulus,
while the alignment of the white noise was arbitrarily chosen.
Normalization to baseline was performed using a pseudo z-scoring procedure on a trial-by-trial basis and then averaged across
trials (see Materials and methods).

After normalization, the time–frequency power plot displayed a
clear bias towards positive values in the stimulus period for both
types of signal (Fig. 1A – see scale bar), conﬁrmed by the quantitative analysis that examined the distribution of these values
(Fig. 1B). For white noise, the signal’s statistics should have been
identical in the baseline (t < 0) and stimulus periods (t > 0),
because these were arbitrarily chosen and the signal was stationary.
Nevertheless, the time frequency plot in Fig. 1 suggests a marked
increase in power after the ‘virtual’ stimulus onset – a clearly misleading result.
We empirically observed that the positive bias was larger when
the baseline period was shorter. We therefore considered the baseline of all the trials in the condition (50 trials) and created a virtual,
long baseline period by welding (fusing) these together in a very
long baseline. We then computed the statistics for z-scoring (mean
and SD) on this very long baseline and used these statistics to normalize each individual trial. Using this procedure, the positive bias
due to normalization was strongly reduced or even completely eliminated (Fig. 1C and D).
We next investigated the source of the bias and its dependency on
the length of the baseline. Unless speciﬁed otherwise, we considered
trials deﬁned based on white noise signals, having by convention a
baseline period of 250 ms and a stimulus (target) interval of 1000 ms
(see Materials and methods). The distribution of time–frequency
power values in the baseline was positively skewed (Fig. 2A, top),
because power values are bounded below by zero and such boundary
conditions are known to induce skewness in distributions (Filliben &
Heckert, 2005). Across the population of trials, the mean and SD of
their corresponding baseline power distributions, MB and SDB, respectively, were positively correlated (Fig. 2A, second row; r = 0.416),
due to skewness of the distribution.
We then looked at the stimulus interval and computed a measure
that reﬂects the behaviour of the z-scoring procedure. In the pseudo
z-scoring, for each time–frequency power bin one subtracts MB and
then divides by SDB computed for that frequency. If a bias is consistently accumulated across the bins in the stimulus interval, this
should be reﬂected in the averaged z-scored value (see Fig. 1) over
the stimulus period. It is easy to show that the latter equals the difference between the mean (MS) of the stimulus and MB, divided by
SDB (see Eqn 3). We therefore investigated the relationship between
the difference of means (DM = MS – MB) and SDB. Because MB
and SDB were positively correlated, DM was negatively correlated
to SDB (r = –0.342; Fig. 2A, third row). This phenomenon lies at
the core of the observed bias in the distribution of normalized stimulus values: the larger and more positive the DM is, the smaller the
values of SDB are to which it is being divided; conversely, the more
negative the DM is, the larger the SDB to which it is being normalized. As a result, negative values of DM are suppressed more than
positive values of DM, thus leading to a shift of the normalized distribution towards positive values (Fig. 2A, fourth and ﬁfth row).
To investigate causally whether the observed correlations and the
resulting bias stem from the shape of the distribution of values being
normalized, we replaced the power values in the ERSP with data
drawn either from a distribution that was skewed to the left
(Fig. 2B) or from a normal, symmetric distribution (Fig. 2C).
Results indicate that the shape of the distribution of values being
normalized critically determines the existence and type of bias in
the stimulus period. For trials with values drawn from a distribution
skewed to the left, MB and SDB were negatively correlated (r = –
0.667), while DM and SDB were positively correlated (r = 0.6) and
the bias in the stimulus period was negative (Fig. 2B, fourth and
ﬁfth rows). In the case of normally distributed initial values, there
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Fig. 1. Bias introduced by the pseudo z-scoring normalization procedure. (A) Time–frequency power plots for EEG (left) and white noise (right) with singletrial z-scoring. Each of the 20 trials was z-score-normalized to the statistics of the baseline (250 ms) per trial and then averaged. (B) Distribution of normalized
values in the interval corresponding to stimulus period (1000 ms), across all frequencies and time points. (C) The same data as in A, but with normalization performed by using the statistics of the extended baseline (all 50 baselines fused into a single, large baseline). (D) The same as in B, but after using the extended
baseline to normalize each trial.

was no correlation between MB or DM and SDB, and the normalized
stimulus value distribution was unbiased (Fig. 2C, fourth and ﬁfth
rows).
After determining that the correlation between the mean and SD
of the baseline lies at the origin of the observed bias, we investi-

gated if the magnitude of this correlation also determines the amplitude of the bias. To this end, we generated multiple datasets in
which we manipulated the magnitude of the correlation between MB
and SDB and we computed the resulting bias across stimulus interval (mean across normalized stimulus values – see Materials and
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Fig. 2. Causal proof for the source of bias in pseudo z-scoring normalization. The ﬁgure shows the relationship of various statistics computed for the baseline
and stimulus periods for three cases of time–frequency analysis: (A) power spectra computed on white noise data; (B) hypothetical power values in baseline
drawn from a distribution skewed to the left; (C) hypothetical power values in baseline drawn from a symmetric, normal distribution. Top row: distributions of
power values corresponding to the baseline period. Second row: correlation between the mean and SD of the baseline values. Third row: correlation between
the difference of means (numerator) and SD of the baseline (denominator). Fourth row: distribution of normalized power values in the stimulus period after single-trial normalization using the pseudo z-scoring technique. Bottom row: time–frequency power plots corresponding to data from above. White noise data.

methods). The magnitude of the bias depended linearly on the magnitude of the correlation between MB and SDB, with negative bias
corresponding to a negative correlation and positive bias to a positive correlation (Fig. 3, insets 1 and 3, respectively). No bias was
observed when MB and SDB were uncorrelated (Fig. 3, inset 2).

We next studied why and how the length of the baseline period
inﬂuences the bias. For data generated from pure white noise, welding (fusing) together multiple baseline periods across different trials
is simply equivalent to extending the baseline window for a single
trial. We used the pseudo z-scoring procedure to normalize data on
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Fig. 3. The sign and magnitude of bias depend on the sign and magnitude of correlation between MB and SDB. Left-top: scatter between the magnitude of correlation and the mean of the normalized values in the stimulus period. Insets indicate the corresponding time–frequency power plots for three example cases: 1,
negative correlation – negative bias (left-bottom); 2, no correlation – no bias (right-bottom); 3, positive correlation – positive bias (right-top). The same colour
scale has been used for all three cases. White noise data.

a trial by trial basis but we progressively increased the duration of
the baseline for each trial. We ﬁrst plotted SDB vs. either MB
(Fig. 4A, left) or DM (Fig. 4A, right) for a dataset with short
(250 ms – blue) and long (2000 ms – red) baselines. The variance
for the long-baselined dataset was reduced compared with that with
short baseline and, although the scatter cloud simply compressed for
SDB vs. MB (Fig. 4A, left), apparently maintaining the original correlation, the scatter cloud for SDB vs. DM revealed that DM decorrelated from SDB for longer baselines. Indeed, the quantitative
assessment showed that although the correlation between SDB and
MB did not depend on the duration of the baseline (Fig. 4B, left),
the correlation between SDB and DM did decrease with increasing
baseline duration (Fig. 4B, right). This latter reduction in correlation
was the source of reduced bias when the baseline was extended (see
Fig. 1C and D). As the baseline was increased, the variance of DM
became dominated by that of the mean of the stimulus, MS, effectively masking the correlation between SDB and MB and thus reducing its biasing effect.
Among methods that suggested solutions to the bias problem, one
that is prominent was introduced by Grandchamp & Delorme
(2011). With this procedure one ﬁrst corrects each trial using statistics computed across the full-epoch length of the trial and then
applies the baseline normalization on the average of the corrected
trials. Here, we suggest another alternative technique, whereby one
welds (fuses) baseline periods of all trials together to obtain a very
long, common baseline. Using statistics of this long baseline one
can then normalize each trial individually. We estimated the dependency of bias for the two normalization strategies on the number of
trials by computing the mean across normalized stimulus values for
datasets having a variable number of trials (Fig. 5). For the particular type of signal (white noise) and the duration of baseline and

stimulus (see Materials and methods), results indicate that after
about 40 trials the baseline fusing method yields unbiased results,
while the method described by Grandchamp & Delorme (2011)
exhibits marked ﬂuctuations of bias and even produces negative bias
for a large number of trials (Fig. 5).

Discussion
We have shown that in the pseudo z-scoring normalization of power
spectra the positive bias of normalized values in the stimulus (target)
period occurs because: (i) the distribution of power values in the
ERSP is positive and skewed to the right; (ii) the skewed distribution leads to correlated mean and SD of the reference baseline values; and (iii) the correlation of the reference mean and SD induces a
biasing effect because the normalizing procedure involves dividing
correlated numerators and denominators. Our results indicate that
this bias is due to the correlation of mean and SD rather than to the
large, positive outliers that exist in single trials (Grandchamp &
Delorme, 2011). We have causally demonstrated the biasing effect
of correlated mean and SD by manipulating the magnitude and sign
of the correlation and showing that the bias is determined precisely
by the sign and magnitude of that correlation.
When using the pseudo z-scoring procedure, one should always
be careful when normalized data have hard bounds on one side: e.g.
power or magnitude spectra, which can only take on positive values.
Such bounds are known to produce skewed distributions (Filliben &
Heckert, 2005), which have correlated mean and SD. Measures such
as spectral coherence (Jenkins & Watts, 1968) are bounded both
below and above, because they range between 0 and 1. For this reason the distribution of baseline values is usually not skewed and
therefore the mean and SD are not correlated. In such cases, apply-
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Fig. 4. Reduction in bias using the extended baseline procedure. (A) Correlation between MB and SDB (left) and DM and SDB (right) for a short baseline
(250 ms; blue) and a long baseline (2000 ms; red). (B) The same correlations as in A, as a function of the length of the baseline. Blue and red points correspond to the cases in A. The correlation between DM and SDB is reduced with increasing baseline (right), but not the correlation between MB and SDB (left).
Error bars represent SEM. White noise data.

Fig. 5. Comparison of two improved z-scoring normalization methods. The
average of normalized stimulus offset (bias) across multiple repetitions (datasets) is plotted against the number of trials that were used to generate each
dataset. Blue – extended baseline method (baseline fusing); red – normalization method introduced by Grandchamp & Delorme (2011). Error bands represent SEM. White noise data.

ing single-trial z-score normalization, even without baseline fusing,
may be safe (see Fig. S1 for an example of coherence analysis).
Whenever the normalization technique involves dividing a numerator by a denominator, there is a signiﬁcant chance of bias in singletrial normalization. As shown here, if the two terms are correlated, the
normalized values in the target period will be biased. In addition to
pseudo z-scoring, many of the other popular normalization procedures
involve such divisions that may produce bias. For example, in the per-

centage approach (Hu et al., 2014) the normalized value is expressed
as a difference between the original value and the mean of the baseline, divided by the mean of the baseline. Obviously, this can lead to
strongly negatively correlated numerator and denominator when the
variance of the numerator is dominated by that of the mean of the
baseline (i.e. for the case of relatively short baselines). It was previously reported (Hu et al., 2014) that the percentage technique can
introduce a highly positive bias in time–frequency power analyses and
we also ﬁnd the same (see Fig. S2). Our results indicate that the bias
problem generalizes to any normalization method that involves a correlated numerator and denominator. Importantly, the sign and magnitude of bias depend critically on the sign and magnitude of the
correlation of the numerator and denominator. When these are negatively correlated, the bias is towards positive values, whereas when
the correlation is positive, the bias is towards negative values. The
higher the magnitude of the correlation, the larger the magnitude of
the bias in the normalized target values.
For the case of pseudo z-scoring, it is the properties of the data
being normalized that dictate the existence and amount of bias in
single-trial normalization. When the mean and SD across the baseline period are not correlated (e.g. for a symmetrical distribution)
pseudo z-scoring does not introduce bias. Therefore, one can ﬁrst
inspect the distribution of baseline values and then decide if a normalization correction is necessary. As a rule-of-thumb, if this distribution is symmetrical about zero, one does not expect a bias for the
single-trial pseudo z-scoring and the size of the baseline becomes
irrelevant. Note, however, that this does not hold for other normalization techniques, such as the percentage approach. For the latter,
the correlation of the numerator and denominator occurs because
one uses the same term (mean of baseline) to compute both, and
therefore it does not stem from the properties of the data being normalized but from the method itself. Therefore, the percentage technique introduces bias even for data whose distribution is not

© 2016 Federation of European Neuroscience Societies and John Wiley & Sons Ltd
European Journal of Neuroscience, 43, 861–869

868 A. Ciuparu and R. C. Muresßan
skewed, such as coherence values (see Fig. S3). The same problem
applies to dF/F normalization for ﬂuorescence data because it is
similar to the percentage approach.
One possibility to avoid bias is to use methods that, by their nature,
are not prone to bias. In general, methods that do not involve division
may be safe. For example, for certain applications it may be sufﬁcient
to apply a ‘subtraction strategy’, whereby one subtracts the mean of
the baseline from each sample along the trial. Although very simple,
and clearly not biased, the subtraction technique has another, severe
shortcoming. Unlike divisive normalization, the resulting data are not
unitless, but retain the original units and variability of the data being
normalized (subtraction simply shifts the normalized signal). This
detail may not be problematic for some analyses but it is paramount in
spectral analysis, for example. The power of neural signals has a 1/f
distribution (Nunez & Srinivasan, 2005), such that high frequencies
exhibit much smaller power than low frequencies. In time–frequency
power analyses, if baseline normalization is not divisive (expressing
the relative change at each frequency) then power changes in the high
frequencies will be almost completely masked by those in the low frequencies, which can be orders of magnitude larger. Indeed, from our
experience, subtraction normalization applied to time–frequency
power analyses is highly suboptimal for estimating changes in the
power of high frequencies. This can only partially be compensated for
by applying a log transform to show changes at high frequencies. The
log transform, however, is non-linear and has the disadvantage of creating a scale that is very difﬁcult to interpret intuitively and of overemphasizing noise in the high frequencies. For these reasons, for time–
frequency power analyses and also in many other cases, the use of
divisive normalization techniques is essential. However, as shown
here, divisive normalization needs to be complemented by bias correction techniques when bias arises.
Methods exist to correct for bias, such as that introduced by
Grandchamp & Delorme (2011). Many of these methods apply a
pre-normalization step at single-trial level by using a non-biased
technique (e.g. by z-scoring the entire trial) and then average the
pre-normalized data of individual trials. In a ﬁnal step, a further normalization is applied using baseline statistics (e.g. the pseudo z-scoring) on the averaged data. Such methods suffer from two important
problems. First, one does not have the ability to inspect baselinenormalized single trials. Second, for z-scoring normalization, the
variability of the averaged baseline will be always lower than baseline variability in single trials. If there is a consistent/systematic
change that is time-locked to stimulus presentation (such as a visual
onset response), then the amplitude of this time-locked component
will be much larger in the average signal compared with the amplitude of the baseline, which is smeared out by averaging (by the
same principle of event-related potentials). Therefore, the ﬁnal
pseudo z-scoring, using statistics of the averaged baseline, will indicate a much larger stimulus-related change than the actual change at
single-trial level, leading to potentially misleading interpretations.
Here, we have proposed a different baseline correction strategy
by observing that extending the baseline period has the effect of
lowering the variance of the mean of the baseline, and therefore
lowering its contribution to the correlation between the numerator
and denominator. The net effect of extending the baseline is that the
numerator and denominator become progressively decorrelated as
the variance of stimulus-related values starts to dominate the variance of the numerator. If one can extend the baseline sufﬁciently,
the bias becomes reduced to the point where it is negligible. The
extended baseline method works well not only for the pseudo zscoring procedure but also for other normalization methods such as
the percentage technique (see Fig. S2).

To extend the baseline, one has several options. Ideally, the baseline should be extended in the experimental design. However, this is
not feasible in practice, either because the subject would not be able
to wait/maintain ﬁxation for too long or because the experiment
duration would become prohibitively long. A reasonable solution is
to assume that prior to stimulus presentation the brain exhibits a statistically stationary spontaneous activity, and to create a large baseline by welding (fusing) the baselines of all trials together. The
advantage in doing so is the marked reduction of the bias (to the
point where it becomes negligible). Single-trial normalization using
baseline fusing will have the same identical reference for all trials,
therefore enabling both the computation of normalized single trials
and the comparison of normalized data across different trials. In
addition, unlike other normalization techniques the variance of the
fused baseline approaches the true variance of the baseline as more
and more trials are added. Therefore, when one uses the pseudo zscoring, the relative change evoked/induced by the stimulus will be
in units of the true variance of the baseline.
Although very simple, baseline fusing has several shortcomings.
Single-trial normalization was intended to compensate for both slow
cortical state-changes, which drift excitability and modulate baseline
and stimulus, and trial-to-trial ﬂuctuations arising from unstable
recordings, noise, impedance changes or simply brain activity unrelated to the stimulus. When fusing baselines together, the ability to
compensate for slower modulations or trial-to-trial ﬂuctuations is
impaired. For the slow modulations one can take an additional correction step by applying a detrending on the data prior to normalization. The problem remains, however, when trial-to-trial ﬂuctuations
are signiﬁcant, which cannot easily be corrected by detrending.
More research is needed to improve the baseline fusing method to
cope with such ﬂuctuations, for example by introducing an additional step that can preprocess single trials to remove or reduce trialto-trial variability. With added steps, the fused baseline method
would become more robust while still remaining conceptually very
simple. Finally, one should also consider that the fused baseline
should be long enough to sufﬁciently reduce bias. In our experience,
for occipital EEG data, 20–40 trials with a baseline of 250–500 ms
(at a sampling rate of 1024 Hz) should be sufﬁcient to provide unbiased results in time–frequency power analyses.
Normalizing procedures should always be applied with care. Even
the simplest techniques can trick the user, such as the pseudo z-scoring or the percentage approach, which at ﬁrst intuition have no
weaknesses. It is very important to inspect the distribution of data
being normalized, prior to applying any normalization procedure.
For normalizations implying divisions, one must then judge if the
data or the method can produce correlated numerators and denominators and apply the appropriate measures to avoid bias.

Supporting Information
Additional supporting information can be found in the online version of this article:
Fig. S1. Single-trial normalization for spectral coherence data.
Fig. S2. Bias for the percentage normalization technique.
Fig. S3. Bias introduced by the percentage normalization technique
for non-skewed input data.
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